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“ Understanding behaviour 
is the key that turns the 
connected into smart ” 
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OF INTERFACE
As the pace of technological innovation accelerates, there’s 
more to the world around us than meets the eye – from the 
sophisticated computers we all now carry in our pockets to the 
advanced surgical systems that allow doctors to position tiny 
implants deep inside the body.

In some cases the technology itself – like multispectral 
imaging – literally helps us to see things normally invisible to 
the naked eye. On other occasions, modelling the behaviour of 
things, systems and people can reveal valuable information – 
modelling a home, for example, can give us insights into the 
behaviour of its occupants to help manage energy use.

Our science-led approach to innovation, meanwhile, has 
enabled us to create wine-blending technology that can 
translate intangible perceived tastes such as ‘sweetness’ 
into specific proportions of blended wines – a very non-linear 
relationship.

And our machine learning algorithm is allowing us to teach 
dumb CCTV cameras to become automated parking monitors – 
even in car parks we have never visited. Just one invisible step 
on the road to the ‘smart city’.

I hope you find the articles in this issue interesting, as well as 
informative. If you would like to discuss any of the topics in 
more detail, get in touch with the authors via email.

Alan Richardson, CEO – Spring 2017
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TECHNOLOGY AND PRODUCT 
DEVELOPMENT YOU CAN 
TRUST, FROM PEOPLE WITH  
A PASSION. 
That, in a nutshell, is what we offer our clients.

We have credibility won from a heritage of 50 years of 
innovative product development. 

WE DO THINGS FAST, WE DO THEM ACCURATELY –  
AND WE MINIMISE THE RISKS AT EVERY STAGE.

Our speciality is helping clients achieve the seemingly 
impossible – whether they’re the world’s largest blue-chip 
companies or the smallest start-ups.

From managing your technology and innovation pipeline to 
seeing your idea roll off the production line, we deliver real 
value to our clients. It’s not just us saying that – 95% of 
our clients say we exceed their expectations. And we’ve also 
picked up two Queen’s Awards for Enterprise along the way.

If you want to find out more, why not have a look at our website?

Or simply get in touch.

The Editor

NEWS

SEAL OF APPROVAL
Synapse – a Cambridge Consultants company – has worked with watch and accessories brand Nixon 
to create the world’s first action sports smartwatch. The Mission is water resistant to a depth of 330 
feet – significantly deeper than any other smartwatch – thanks to its breakthrough patent-pending 
MicLock sealing process.

The Synapse team faced a complex engineering challenge. It was tasked with developing an audio port that was water 
resistant to three feet under water – but could also be put into ‘lock’ mode for activities such as surfing, with water 
resistance to 10 ATM.

This level of water resistance – down to 330 feet under water – has never been achieved by any other smartwatch on the 
market. In addition to the water-resistance challenge, the team could not deviate too far from the watch’s small form factor.

PIZZICATO COMES OF AGE
Following our reveal of Pizzicato – the world’s first all-digital radio transmitter – we have now 
added a digital receiver to create a complete Pizzicato radio system. It’s a glimpse into the 
future of wireless design – radios built purely from computing power.

Pizzicato promises to vastly increase the range of wireless applications and to be a powerful enabler for both the 
‘Internet of Things’ and 5G technology. By moving analogue radios into the digital domain, they transcend the 
physical barriers of conventional analogue models and directly benefit from Moore’s Law – shrinking in size, cost and 
power consumption with each new generation.

As a result, they create a lower-cost and more scalable enabler of high-frequency radio waves. Pizzicato enables truly 
flexible software-defined radios that are able to change frequency, bandwidth or radio standard in an instant.
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Surgical robots today are large and unwieldy. This causes a number of challenges 
in the operating theatre.

Setting up and managing the robots, for example, takes up valuable operating time. It’s also 
difficult to swap a robot in and out of a surgical procedure if traditional tools are more appropriate 
for some elements of an operation. And there are safety issues when clinical staff work in close 
proximity to a large piece of moving equipment.

So a surgeon has to weigh the benefits of surgical robotics against these limitations for each 
procedure where a robot is used.

There is an opportunity here – if we can simply make the robot smaller, many of these limitations 
disappear. It is much easier to move a small robot into an operating theatre, put it into position for 
an operation and move it out again afterwards. The safety concerns are also much reduced.

The trick is how to reduce size without sacrificing performance. We believe it’s possible – but it 
means optimising the system as a whole.

One of the design choices that have led to the large size of current systems is the use of a rigid, 
straight surgical instrument to access the inside of the body. The difficulty with this straight-stick 
approach is that the actuators (motors) need to resist ‘body wall’ forces during manipulation – 
making the actuators large, relative to the actual force you need to apply at the end effector.

Also, during an operation, the robot arms often need to be moved around in relation to their entry 
points into the body. Current systems enable that reorientation using motorised joints – making the 
base actuators and the entire system even larger.

Finally, because the body wall is thick, enforcing a single pivot point about which the instruments 
rotate requires a large offset between the attachment point of the robot and the straight instrument, 
leading to large robot motion outside the body for angle motion inside the body.

All of these choices lead to big robots. But by breaking the basic assumption of a rigid, straight 
instrument, we see a potential solution.

If an articulating flexible instrument is used instead, it can move inside the body without any 
corresponding motion of the robot outside the body. Further, the actuators driving the articulation 
do not need to resist body wall forces when moving, and can therefore be smaller. Finally, parallel 
mechanisms can be used to couple the actuators to the end effector motion – removing the need 
for one actuator to carry the weight of another and, again, making the actuators smaller.

We’ve demonstrated a realisation of this design in our Axsis system – a surgical robot technology 
demonstrator that is small enough to carry out movement inside an eye. Not only is the robot small 
on the inside, the external system is small as well – using the design principles above, the external 
robot is no larger than a drinks can, with no large motions of the robot when controlling the tip.

Our hope is that similar improvements can be incorporated into the next generation of surgical 
robots, providing increased clinical benefit without trade-offs for the surgeon.

Chris.Wagner@CambridgeConsultants.com

DOCTOR,  
I SHRUNK THE ROBOT…
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We have fully automated factories where robots perform manufacturing 
miracles in highly controlled ‘lights-out’ environments. Now, in the digital 
world enabled by the ‘Internet of Things’, we are seeing automation ‘in the 
wild’. The connected home, the connected car and the connected cow are 
leading to system-level automation in the real world – smart energy grids, 
smart cities and smart farms.

Understanding behaviour is the key that turns the ‘connected’ into ‘smart’. But how best to 
do this? Building cages around robots imposes order and removes uncertainty; but for the real 
world we must do better. In the past, experts encapsulated many years’ research and insight 
within mathematical models that allowed them to predict behaviours of complex systems such 
as weather or financial markets – not always successfully. Increasingly, we can let the machine 
learn the model for us.

In a recent project we modelled how heat flows and dissipates around homes using expert 
knowledge of building physics and sophisticated mathematical techniques. Live sensor data was 
used to refine this model for particular households to deliver highly tailored outcomes (human 
comfort in certain places at certain times) rather than generalised inputs (heat going into certain 
radiators at certain times).

In another project we explored the use of machine learning to gain insight into music being 
played on a piano. We explicitly pitched the blind approach of machine learning against expert 
modelling by humans. And the result? Ultimately, the model learnt by a machine without 
musical expertise was better, faster and more reliable. But completely unexplainable – a so-
called ‘black box’ model shown to be valid by its outputs, not by its internal design.

As a by-product of modelling the home in the first project, we collected data with the potential 
to give insight into the behaviour of its occupants: from the fairly simple – such as how often do 
they shower or when do they go to bed? – through to the more complex, such as do they cook 
food from fresh and eat together or eat microwave ready meals in front of the TV? Just as we 
built a model of the physical behaviour of a building, so we need to model the behaviour of each 
one of us in order to predict the decisions we might make and thus drive the service to make us 
more comfortable.

In this instance, we made a clear choice not to go beyond the purpose of ‘control of heat for 
personal comfort’ – the model we built in that case is verifiably open, explainable and makes no 
attempt at deeper understanding of human behaviour. However, if we had enough data to simply 
let the machine learn a model of household behaviour for us, there is no doubt that the wider 
behaviour of the occupants, as well as that of the house, could be encapsulated – hidden within 
the more extensive model; probably highly accurate and very useful for all sorts of purposes but 
completely unexplainable.

As we model the behaviour of things, systems and people to build our smarter world, the trade-
off that we must address is increasingly going to be one of ‘more accuracy for less transparency’.

Tim.Murdoch@CambridgeConsultants.com

MODEL  
BEHAVIOUR



Synbio sits at the interface between biotechnology and 
engineering. It is most easily described as the creation of novel 
organisms with a particular predefined function or application, 
and the tools used to make them. This definition encompasses 
the range of products and services that make up synbio – from 
the engineering of new bacteria, fungi, plants and even animals, 
through to the chemistry and hardware needed to synthesise DNA 
and to automate and scale up the development of new strains 
and products.

Synbio is the next step in the development of molecular biology, 
with the introduction of engineering precepts and the design-build-
test cycle, as distinct from the more fundamental research-led 
approaches that have characterised genetic engineering to date.

The synbio market is still in its infancy and, as such, is 
fragmented into a large number of start-ups and early-stage 
companies, with some larger industry players also involved. There 
is also interest from industrial groups and listed companies in 
the pharmaceutical and agricultural sectors, which in some cases 
have developed their own in-house capabilities or have acquired 
smaller organisations. 

The range of start-up activity was recently captured in a report 
we prepared for the UK Synthetic Biology Leadership Council, 
describing the state of synbio start-ups in the UK and globally. 
This report* gives a snapshot of synbio start-up activity as of the 
middle of 2016.

The most notable finding of the report is the sheer domination 
of the sector by companies based in the San Francisco Bay 
area of the US. This region has long dominated the biotech and 
IT sectors but it is interesting to see that a new field, such as 
synbio, is also similarly clustered. The second-largest cluster is in 
the Boston area of the US, with the UK in third position.

All in all, the US dominates the synbio start-up global landscape 
– with almost three-quarters of companies based there. The UK 
is a leader in the rest of the world – it is home to nearly half of 
all European start-ups and more than a third of the global total 
(excluding the US).

The domination of both the US and UK is due to a number of 
factors but the three most influential appear to be an excellent 
scientific research base; ready availability of seed and venture 
funding; and the presence of synbio accelerators which can 
improve the network and skillsets of young synbio companies and 
entrepreneurs. This last point is also responsible for the standout 
amount of synbio start-up activity in the Republic of Ireland, which 
is host to the RebelBio accelerator in Cork (formerly Indiebio EU).

Some of the largest companies in the synbio market are service 
providers, such as Ginkgo Bioworks (which makes engineered 
bacterial strains for clients), Novozymes (long established as a 
biotech which now also makes engineered strains and proteins) 
and DNA synthesis companies such as Twist Bioscience, Gen9 
(recently acquired by Ginkgo), Atum (formerly DNA 2.0) and IDT. 
These latter companies have been highly successful at raising 

investment to fund scale-up activities, and are filling a still-
unmet market need for new DNA.

It is estimated that global demand for custom synthetic DNA is 
growing at 50% per annum, and only around 30% of the existing 
– let alone future – demand is being met by current synthesis 
capacity. With this in mind, Cambridge Consultants last year 
launched its latest spinout Evonetix, whose unique technology for 
highly accurate DNA synthesis is well placed to capitalise on this 
market demand.

Another large player is Synthetic Genomics founded by Craig 
Venter, who came to fame during the Human Genome Project in 
2000-03. It is not only pioneering DNA synthesis technologies 
but also developing new bacterial and fungal species with 
‘minimal genomes’ – where all non-essential genes have been 
removed. These minimal organisms provide a defined platform 
for production of new proteins or compounds – simplifying 
optimisation and scale-up of production.

Other significant companies in the field include established 
pharma and agritech companies, and a number of materials 
and energy companies looking to exploit synbio technologies to 
lower costs of production of fuels and speciality chemicals. The 
ongoing consolidation of large agricultural companies – with the 
mergers of Bayer Crop Science and Monsanto, the acquisition 
of Syngenta by ChemChina, and the coming together of DuPont 
and Dow Chemical – will result in the possible divestment of 
their agritech and synbio activities, providing further market 
opportunities. Another interesting move has been in the synbio 
software sector, with Autodesk developing a custom genome 
design package and releasing it under an open-source licence.

As a result of all this activity, there are exciting investment 
opportunities and activities across the synbio sector. A good 
illustration of this is that the total investment received by synbio 
companies in the first half of 2016 exceeded that received in all 
of 2015. Some significant recent raises have included Zymergen 
($130 million Series B), Ginkgo Bioworks ($100 million Series 
C) and Intellia ($108 million IPO). UK synbio companies have so 
far not found it as easy to access this level of significant funding, 
with only Autolus (£40 million Series B) receiving similar 
amounts of investment.

In summary, the synthetic biology market is a bubbling, 
innovative sector with large numbers of new companies and 
accelerating levels of investment. The demand for products 
and services outstrips current supply by a large margin, and the 
growth of the industry will ensure this situation persists for the 
foreseeable future. At Cambridge Consultants we are excited to 
be part of this new community – and working with organisations 
ranging from start-ups to large industrial companies to help turn 
synbio technologies into successful and profitable products.

*  The report – Synthetic biology start-ups in the UK and worldwide – is 
available at: www.cambridgeconsultants.com/media/resource-library

James.Hallinan@CambridgeConsultants.com

NEW  
HORIZONS
The exciting new field of synthetic biology (synbio) is creating market opportunities 
across a range of sectors – and a plethora of both new and established companies 
is moving to provide products and services to support the discipline.

07



When Brexit is complete, the UK will have to replace the CAP with something 
tailored to its farmers and countryside. There will be many factors to take into 
account – not only the traditional ones such as ensuring farmers can make a 
living but also the diminishing availability of labour and the rise of herbicide-
resistant weeds and pesticide-resistant insects.

Automation seems like an obvious answer – there are already working solutions 
on many farms, such as self-guided tractors and robotic milking machines. 
However, although these machines save labour and improve efficiency, they 
will not by themselves revolutionise farms. The new science-led policy of the 
UK’s Department for Environment, Food and Rural Affairs (DEFRA) will be 
more radical than asking for incremental improvements – it will look at the key 
areas of soil and plant husbandry. 

This is bold of DEFRA – and much needed. The major agrichemical and 
equipment suppliers are aware of these needs but their business models tend 
to favour large farms and large markets – such as American maize or Brazilian 
soy. In fact, their diminishing margins are driving consolidation not only 
between each other but also between chemical and equipment companies. 
This trend is towards a farmer buying both machinery and chemicals from one 
supplier, then applying a blanket treatment to the whole farm. This is then 
repeated across the whole landscape, farm by farm.

This clearly isn’t a fit with the UK – not just because its farms are small but 
because its market is smaller. But therein lies a key opportunity.

Looking at the yields across an arable farm, they can vary by as much as 5:1 
from place to place. This can be due to a range of causes such as watering or 
nitrate levels. But it is often due to the variable condition of the soil. Although 
machines can apply treatments based on last year’s yield map, this is quite 
a slow way to improve the whole farm. The ultimate way to improve the soil’s 
performance is to treat it at a much smaller scale – assessing and treating 
each square metre individually.

At Cambridge Consultants, we are developing the key technologies to do 
this – to assess and measure the soil and make targeted interventions so 
that a new range of agricultural tools can take on this job. This doesn’t 
need to be an autonomous vehicle – towing behind an existing tractor is 
perfect. Nonetheless, the speed of response required at a useful tow speed 
will need the very latest developments in mechatronics, machine vision and 
sensing. And all this will have to be brought together into a robust and almost 
maintenance-free system.

This situation makes the UK the perfect place to innovate – small farms where 
we can try things and a ministry with a stated aim of applying (and hopefully 
funding) high-tech solutions. Most important of all, though, is the UK’s record 
of discovery, invention and science-led innovation.

Simon.Jordan@CambridgeConsultants.com

A FIELD DAY  
FOR INNOVATION
Whatever your views on Brexit, what is certain is that the Common Agricultural 
Policy (CAP) is widely seen as one of the EU’s major problems.
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We are optimistic that governmental regulatory bodies, 
independent testing and certification laboratories, and product 
companies can move forward from these incidents to address 
the security issues of the IoT in a practical but effective way. For 
example, it is our expectation that governments will find ways to 
hold product companies accountable for the security of connected 
devices through requirements to disclose security incidents and 
known vulnerabilities to their shareholders, as has been mandated 
by the U.S. Securities and Exchange Commission since 2011. 
This in turn will incentivise product companies to address security 
through better engineering and cyber insurance – and the need for 
insurance will give rise to standards of testing and certification.

Digital security has come to be seen as the major gating factor to the 
success of the IoT. But lack of security in IoT devices is generally 
not due to lack of leadership or engineering capabilities – rather, it 
is a market failure. The devices in question are insecure because it 
currently doesn’t make economic sense to implement an appropriate 
level of security. But brand-conscious leaders of companies that 
manufacture connected devices are starting to consider the 
‘annualised loss expectancy’ associated with security risks. Most 
importantly, product stakeholders are quickly becoming aware that 
improper security is no longer a negligible risk to their brands.

With some straightforward strategy in hand, device makers can 
reduce this risk and meet customer expectations without undue 
impact on their business models. At Cambridge Consultants and 
Synapse, we have distilled our collective experience in developing 
secure connected consumer products into a handful of key things 
to think about.

Firstly, security is always a trade-off, and the only way to 
minimise the downsides is to strike the right balance early. 
Digital security and privacy live on a spectrum, from complete 
openness to extremely powerful cryptographic protection. 
Heightened security will always come with downsides, including:

• User experience – establishment of authenticity and 
provisioning of cryptographic systems always introduces extra 
steps for a device’s user, which can be cumbersome. A device’s 
responsiveness can be reduced by the need to establish session 
keys for every communications transaction, and the need to 
remember passwords is always a downside for a user.

• Product cost – often, the ability to do complicated 
cryptographic mathematical operations, or the need for secure 
storage of sensitive information, can introduce significant 
increases in the cost of silicon in a product’s bill of materials.

• Power budget – cryptographic considerations for battery-
powered devices can also mean a processor must stay awake 
for a longer duty cycle, and more data must be sent over a 
wireless link. In turn, a larger battery will be needed or the 
device will not operate as long before recharging is needed.

• Cost of development – proper design of digital security can 
constitute a significant portion of the engineering development 
cost for an otherwise simple device.

However, digital security is just one trade-off of many that must be 
made in designing a product and, as with all such trade-offs, the 
cost can be greatly minimised by making these decisions early in 

the design cycle – during initial requirements gathering, and during 
early-phase feasibility studies and proof-of-concept work. For digital 
security, in particular, it is very important for business stakeholders 
to work closely with the engineering design team to understand the 
technical implications and map them to potential business risks.

A second issue is the tendency of product stakeholders to focus 
on certain aspects of security at the expense of others. When 
evaluating business risks, it is important to maintain a broad 
perspective across all concerns, such as:

• Data at rest – protection of private information stored on 
a device. Designers should consider protection from both 
software attacks and physical attacks.

• Data in motion – protection of private information whilst ‘in 
flight’ over communications channels. Designers must take 
care to protect internal communications busses as well as 
external networking protocols.

• Manufacturing – protection of private information throughout 
the supply chain.

• Privacy – prevention of unwanted identification and tracking of 
users via otherwise innocuous data, such as network addresses.

• Future-proofing – a commitment to maintaining an ability to 
respond to security incidents with firmware patches, and a 
mechanism for deploying patches to devices in the field.

• Security architecture – hardware and software design that 
provides security in layers using techniques such as internal 
firewalling and memory protection to deny full system access 
should a subsystem be compromised.

Thirdly, it is important to understand that integration is better 
than invention when it comes to security. While a system 
designer should never assume that a tested pre-existing software 
or hardware package is 100% secure, it is a general rule amongst 
those responsible for secure product engineering that newly-
designed hardware and software components are much more 
likely to have security bugs. To the greatest extent possible, we 
integrate well-tested off-the-shelf hardware and software when 
building a consumer product, and minimise the amount of new 
engineering, especially in components that are critical to security.

Finally, although we have strong in-house quality assurance 
capabilities and a solid understanding of how to test for security, we 
also believe that bringing in outside experts for security audits and 
system testing is a very effective way of establishing and maintaining 
product security. We maintain relationships with partners who bring 
this specific expertise into the product development process.

As product designers, we believe the days of ‘security through 
obscurity’ for connected consumer products are decidedly over. 
Product designers can no longer ignore the risk that a potential 
security compromise poses to their brands. The good news is that 
recent incidents have raised awareness of the issue across the 
market, which levels the playing field for all manufacturers – and 
‘design for security’ can be achieved with minimal downsides if 
considered early in the process.

Jake.Sprouse@Synapse.com

The outcry over security compromises involving ‘Internet of Things’ (IoT) devices has led 
to much hand-wringing over the potential future of the market. But every cloud has a silver 
lining – all this attention will only accelerate technical and market solutions for IoT security.

Several models of IoT devices were compromised by hackers via their internet connections towards the 
end of last year – and recruited into a botnet used to propagate denial-of-service attacks on mainstream 
websites. Consternation ensued, including the invention of a new term: ‘Internet of Insecure Things’.

For current and prospective makers of IoT products, the good news is that these incidents and the resulting 
media outcry have done much to raise awareness, whilst the attacks themselves were propagated on non-
critical parts of the internet.

A SECURE FUTURE
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WHERE’S MY  
SMART CITY?

We’re all familiar with the sci-fi vision of the city of the future – motorways 
in the sky criss-crossing between tall buildings, with fast-moving 
autonomous pods and mass transit systems running smoothly along them. 
This vision was first depicted in the 1927 film Metropolis, which was set 
in 2026 and in which the hero idles away his time in his pleasure garden 
before going on to discover the darker side of the supposedly utopian city.

Ninety years after Metropolis was released, the futuristic city predicted for 2026 still 
seems as far away now as it did in 1927. Our cities suffer from chronic congestion 
and our city infrastructure – from streetlamps to traffic lights – still mostly operates as 
standalone systems running on simple timed switches.

There are clear benefits to be had from decreasing traffic congestion, improving energy 
efficiency and making better use of city resources and services. Collecting data from 
connected sensors scattered around a city, processing it with advanced algorithms and 
then making decisions based on the output will provide enormous benefit to citizens and 
the environment. So where is our ‘smart city’?

Although the benefits are abundantly clear, the business models for providing smart cities 
are not.

A significant up-front investment is needed to provide the infrastructure and connectivity to 
support a smart city. Everyone will benefit from this investment but there is no clear method 
for investors to monetise their services. The complex web of stakeholders – from local, 
regional and national governments to commercial organisations, academia and the citizens 
themselves – offers a challenge in untangling who should do what and who should pay whom.

For many smart city applications, the business case supports incremental investment 
for the systems specific to that application – but it still all depends on the availability 
of widespread connectivity. Yet there are already technical solutions available which are 
suitable for connecting up our smart cities, and there are others which are emerging. The 
technologies are suited to different business model approaches as follows:

• Mobile network operators, who provide cellular coverage for our mobile phones, are 
well placed to upgrade their networks to offer the new technologies suitable for smart 
city devices.

• New entrant connectivity providers such as SigFox can provide widespread coverage of 
carrier-grade connectivity at competitive prices.

• City authorities have the option of building their own dedicated connectivity, using 
technology such as long-range wide area network (LoRaWAN) or Telensa. This requires 
up-front investment but provides ownership and control of the network used for critical 
city services.

• A crowdsourced model offers an interesting new approach and is being pioneered 
by The Things Network, which is building LoRaWAN networks around the world by 
enlisting the help of interested individuals and organisations.

We are at an exciting point in the development of our smart cities. However, it is not just 
a question of which technologies will be successfully deployed – but how they support 
the appropriate commercial business models. When audiences were first introduced to 
futuristic cities on the big screen in 1927 they were in awe of the technology expected 
to be widespread by 2026. But with just nine years left, will the business models come 
together in time to enable the technology to flourish?

Tim.Winchcomb@CambridgeConsultants.com



Medical packaging is getting smarter. Integrated technology has 
given us the ability to sense things like the temperature and humidity 
inside a pack, for example, or even its shipping environment. And the 
introduction of smart labels allows companies to track and trace products 
throughout distribution.

But although these are valuable innovations, they don’t solve the problem of patients 
with chronic diseases who are confused or intimidated when left alone to self-administer 
sometimes complex medication.

In Europe, for example, 50% of patients do not take their medication properly – and 
approximately 125,000 deaths per year in the US are linked to medication non-
adherence. As well as being a serious problem for patients, the issue costs the healthcare 
ecosystem billions of dollars each year.

Packaging and instruction leaflets are often designed to meet the minimum regulatory 
requirements. As a result, patients are then faced with fiddly bits of folded paper covered 
in reams of tiny text – not ideal if you’re elderly or infirm and trying to learn how to use 
an unfamiliar auto-injector.

Our design experts regularly interview patients learning to use various medical devices, so we 
see first hand the factors that contribute to misuse. Training from healthcare professionals 
can be inconsistent and infrequent, for example. Instruction leaflets are often poorly 
structured and overwhelming – and may be ignored by patients who simply don’t know 
where to start. Self-injection of medication is stressful and patients struggle with complex 
preparation and assembly steps involving multiple components packaged separately.

A stark medical aesthetic has also become widely accepted for medical packaging. For 
example, large areas of white and blue might be used to accentuate a product’s sterility 
and cleanliness – but this comes at the expense of appearing cold and clinical to a 
patient struggling to come to terms with the diagnosis of a chronic disease.

In response to these issues, we have developed the AudioPack concept – smart, 
interactive medical packaging which harnesses low-cost printed electronics. AudioPack 
augments traditional instructions for use with audio guidance delivered by a friendly 
avatar named Ana.

The design avoids confusion by providing bite-sized audio messages, which are triggered 
when the patient presses hotspots on the touch-sensitive paper instructions. The tone of 
voice for Ana was designed to evoke a sense of confidence in the user through a balance 
of assertiveness and friendliness.

The pack’s layout is optimised to be intuitive and create a sense of control because 
the injection set inside requires complex assembly. The pack has been laid out like 
an organiser, with all the components needed for a dose arranged together next to 
the instructions. The pack’s look and feel is designed to be less clinical and more 
approachable, using vibrant colours and text instructions which have a friendlier tone of 
voice. We believe this design will still meet all the regulatory requirements but create an 
environment conducive to appropriate medication use.

Our goal with AudioPack is to transform the medical treatment experience through 
user-centred design – ultimately improving effectiveness and benefiting the whole 
healthcare ecosystem.

Adam.Haynes@CambridgeConsultants.com 
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What do Velcro, tubercle (ridged) turbine blades and self-cleaning paint 
have in common? The answer is they are all examples of technology 
breakthroughs inspired by nature.

Velcro was invented by George de Mestral after he went for a walk in the woods and observed the 
cockleburrs that clung to his trousers and his dog. The design of WhalePower’s tubercle airfoils 
and turbine blades was inspired by the bumps on humpback whale fins. And self-cleaning paint 
was created after observation of the hydrophobic behaviour of water on a lotus leaf.

The name coined for innovation inspired by nature is biomimicry and it is seen by many as one 
of the big growth areas for this century. History is littered with examples of biomimicry – from 
Leonardo da Vinci’s study of birds, in the hope of developing flight, to Frei Otto’s lightweight 
buildings inspired by the structures of birds’ skulls, soap bubbles and spiders’ webs.

Advances in analytical and imaging technologies mean we are better placed than ever before to 
investigate and understand how nature’s materials, processes and designs work. Coupled with 
this, rapid advances in nanotechnology and microtechnology mean we now have the capability to 
manufacture credible ‘copies’ of many of nature’s solutions.  

By shifting our thinking away from learning about nature to learning from nature, we can really 
benefit from nature’s vast free resource of solutions. Whenever we are presented with a problem 
to solve, we need to be asking: “Has nature solved this already – and, if so, how?”

In a world where we need to create real technology disruptors, it will often be novel ideas 
mimicking nature’s solutions that lead to real breakthroughs.

Nicola.Millar@CambridgeConsultants.com

THENATURALCHOICE18

Increasingly, access to these services tends to only be possible 
using information that may be personal and sensitive – 
information such as who we are, what we are doing, where 
we are, who we know and what we like and dislike. Many of 
these services arise through new intermediaries who build 
and operate the platform on which the services run. Moreover, 
due to network effects, these intermediaries often achieve a 
dominant market position.

It is therefore ironic that, as a platform that is often associated 
with digital disintermediation, the internet has given rise 
to a new generation of digital intermediaries. These are the 
organisations that have stepped in to serve the role of trusted 
third parties mediating between product, content and service 
creators and consumers.

However, the core technology that powers Bitcoin – the 
cryptocurrency used for transactions worth a total of $100 
billion in less than 10 years – may be about to disrupt this. 
This development is a distributed consensus machine more 
commonly known by the name blockchain.

Blockchains owe their name to their structure, which consists 
of time-stamped blocks of transactions linked in chronological 
order. Each transaction record and block is checked against 
predefined, often programmable, rules (also known as smart 
contracts) and, if deemed valid, irrevocably recorded and 
cryptographically secured.

The most revolutionary aspect is that the validation and 
recording actions are performed through distributed 
consensus. This spreads the responsibility of transaction 
validation throughout the network of participating nodes – 
eliminating the need for trusted centralised intermediaries.

Blockchains enable two types of use cases – secure transfer of 
assets between arbitrary parties; and secure data aggregation, 
retrieval and time stamping between arbitrary parties without 
relying on intermediaries.

Much in the same way that Wikipedia and open source 
changed how we access and disseminate knowledge and code 
through distributed collaboration, blockchains enable a new 
generation of digital service creation – through distributed 
digital trust that transacting parties can independently verify 
in the absence of trusted intermediaries.

This does not mean the end of digital services as we know 
them. In fact, due to blockchain’s decentralised trust 
architecture, blockchain-powered transactions are bound to be 
more expensive when compared with transactions performed 
against a centralised database. 

The key therefore lies in identifying services where this 
overhead can be justified – services where there is no pre-
established trust between transacting parties and relying on an 
intermediary is impractical or undesirable.

The primary impact then is not in what services can be built 
but rather who will build them, how users will access them 
and what information users need to release in order to access 
the services. 

The beneficiaries will be digital service creators who want to 
deliver user value without the cost typically associated with 
establishing direct or federated trust with end users – and end 
users who will be able to choose when the cost (financial or 
otherwise) of invoking a trusted intermediary is justified.

Sandro.Grech@CambridgeConsultants.com

THE 
MISSING 
LINK

In less than two decades, the internet – and the digital services it enables – have 
transformed how we find, interact with and consume products and services that are central 
to how we live, play, work and learn.
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Augmented reality (AR) and virtual reality (VR) technologies are 
poised to open up a whole new world of opportunities. We’re 
already seeing the effects of VR when it comes to gaming. But in 
future could AR add a new dimension to surgery?

AR and VR both have the ability to alter our perception of the 
world. AR takes our current reality and adds something to it – 
virtual objects or information. VR, on the other hand, immerses 
us in a different – virtual – world.

For many people, AR started in 2013 with Google Glass. The 
heads-up display delivered two-dimensional content to one 
eye via a prism projector. However, aside from detecting head 
movement, it lacked context awareness – limiting its use. The 
Sony SmartEyeglass came next and provided an increased fi eld of 
view and improved performance, which allowed the development 
of applications that recognised objects and provided context-
relevant content.

Fast forward to 2016 and Microsoft’s HoloLens appeared – with 
Kinect-style sensing powering rock-solid anchoring of virtual 
content. We’ve harnessed this technology to demonstrate what 
it could mean for the operating theatre of the future, more of 
which later...

It was also in 2016 that VR achieved its fi rst commercial 
successes with the introduction of the Samsung Gear VR, the 
Sony PlayStation VR, Oculus Rift and the Valve-powered HTC 
Vive. So why has VR come of age now? In a word – speed.

The challenge of VR development is to fool the brain into 
accepting what is being seen as real. Any delay between actually 
moving and the image moving confuses our senses and can result 
in a loss of balance or even nausea. The accuracy and latency 
of visual input relative to a change in head position is critical. 
Hardware and software technology needed to reach a point that 
they could work that magic.

Today, displays are small enough to sit on a user’s nose and serve 
up three times more frames per second than a fi lm – and all at 
very low latencies. VR systems couple these technologies with 
‘pose-tracking’ solutions that quickly and accurately detect the 
position of a user’s head to close the loop with the visual system. 
It is the speed and accuracy of the pose-tracking technology that 
truly differentiates the VR experience.

Solutions targeting the mobile phone market use the inertial 
measurement unit in the phone to detect the motion of the user’s 
head and scroll visuals accordingly – but cannot track a user’s 
absolute position in space. External camera-based tracking is 
another popular technology, which identifi es points on an object 
and computes the pose using computer vision algorithms – but 
camera resolution and depth of fi eld limit its range.

State of the art today is Valve’s SteamVR Tracking technology 
which uses scanning lasers to triangulate the position of tracked 
objects with sub-millimetre accuracy in a 25 square metre 
room. Outside of gaming, SteamVR Tracking is poised to make 
an impact on training simulations, physical and psychological 
therapy, industrial control, architecture and design.

But VR is not the only application that will benefi t from SteamVR 
Tracking. The user experience in AR systems is also tied to the 
speed and accuracy of pose tracking. Internal cameras and other 
systems can solve many of AR’s challenges – including depth 
perception, object recognition and pose tracking. However, 
relying on the ‘inside-out’ tracking of a headset’s camera may not 
be suffi cient in all environments.

In a typical operating theatre today, for example, there are numerous 
charts, consoles and displays to support a surgical procedure – 
with new sensing and imaging technologies adding to this all the 
time. Add in lab results, patient history and a surgical plan, and 
presentation of information becomes a challenge. How can we make 
all this available to the surgeon and yet not distracting?

AR could replace physical screens with fl oating monitors, 
improving visibility, reducing clutter and enabling ‘weightless’ 
reconfi guration – positioning with a simple gesture. Virtual screens 
could be summoned to show information as and when it is needed, 
with CT scan slices visualised as a three-dimensional (3D) model.

Now imagine if the 3D scan was overlaid on to a patient. Such 
a step could quite literally provide a surgeon with X-ray vision, 
allowing a CT scan to be reviewed relative to actual anatomy. 
Laparoscopic tool handles could be ‘pose tracked’ to give the 
surgeon ‘virtual sight’ of the tool tips hidden from normal view 
inside the patient.

We’ve used today’s technology to bring the augmented operating 
theatre to life as never before in a demonstration of what is 
becoming possible. Of course, the clinical reality is still some 
way off – but it’s an interesting glimpse into the future. Despite 
great technological strides, AR is still an infant technology. And 
visualisation is only part of the problem – it is of limited use 
without a convincing, natural user interface. With improvements 
in augmented hardware guaranteed, the next battleground will 
surely be the user interface.

We see the technologies that drive AR and VR as very 
complementary and potentially convergent. There are many 
uses outside of gaming that these will enable and we’re already 
working on diverse applications with clients. Moore’s law says 
headsets will get smaller, lighter and faster – so ultimately we 
will only be limited by our imagination.

Douglas.Bruey@Synapse.com

 IN REALITY…?
At fi rst glance, a gamer playing Pokémon Go has little in common with a 
surgeon saving lives in an operating theatre. But dig a little deeper and you’ll 
discover that might not be the case for much longer…
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A MATTER  
OF TASTE
Perception is a tricky thing because it is subjective. I can’t 
drink tea with sugar but you may hate tea without sugar – 
it’s subjective and personal.

Personalisation is on the rise and, with it, comes an increasing need for 
technologies to deliver personalised products at the point of dispense – 
anything from perfume to drinks. So it is vital to understand consumer 
perception and how it can be non-linear.

Our senses communicate complex information to our brain – and we do 
our best to interpret and label this information. The perceived sweetness 
of a drink, for example, is not necessarily linked to the concentration of 
sugar present in the beverage. To make the drink taste twice as sweet, 
you do not need to add double the amount of sugar. So how do you 
apply science to this subjective minefield?

As part of the research for Vinfusion – our wine-blending technology 
demonstrator – we invited people to wine-tasting sessions, where they 
were asked to rate different characteristics of a range of blends.

We then analysed a range of wines in the lab to identify what components 
delivered the perceived flavours – and combined this analytical data with 
the qualitative consumer data. This enabled us to create a 3D ‘flavour 
space’ that translates perceived flavours into actual blends.

So if you select the mid-point on the scale of sweet to dry, you’ll get a 
medium wine – or, in actual fact, a carefully researched and engineered 
blend that you will perceive as medium.

Sajith.Wimalaratne@CambridgeConsultants.com



23

Have you ever wondered why you see colour the way you do? The number of 
colours is infinite – but our eyes detect wavelengths centred on red, green and 
blue. Our brain combines these into what we perceive as colour, and cameras 
mimic this to give a ‘normal’-looking image.

But this isn’t the only way to see colour. Most mammals have just two types of colour receptors, whilst 
bees are able to see right into the ultraviolet (UV) part of the spectrum. This allows them to home in on 
the centre of flowers – the petals reflect UV light to create patterns that act as ‘landing lights’.

Multispectral imaging is a technique that allows us to see the world in any combination of wavelengths 
we choose – to see things normally invisible to the naked eye. This could be the early signs of aphid 
damage in crops, for example, or clues to the health of our skin.

We’ve created technology to explore this hidden world using the type of camera found in a smartphone 
and controlled illumination from a number of LEDs. We can pick multiple wavebands – from UV through 
the visible spectrum and into the near-infrared – that can be imaged simultaneously to reveal otherwise 
hidden information about a surface. 

By changing the LEDs, these wavebands can be tailored precisely to allow you to home in on exactly what 
you want to see. One platform technology with many applications but one common aim: to reveal insights 
into a world of colour hidden right before our eyes.

Isobel.Ashbey@CambridgeConsultants.com

A HIDDEN  
WORLD OF COLOUR
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A FAST LEARNER
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The production of high-quality, low-cost products repeatedly and reliably 
needs an efficient production line that has minimal downtime and is 
always set up perfectly.

The earliest manufacturing processes relied on the skills of experienced craftsmen – until the 
Industrial Revolution mechanised many of the simpler, high-volume tasks through the power of 
steam. The next leap forward was the introduction of electrical power, followed by a third revolution 
which incorporated computer control and robotics.

This has all led to many current control systems operating machinery semi-autonomously. But they 
still operate according to a fixed ‘recipe’ – with limited sensing capabilities, they have only minimal 
ability to adapt to process variations.

The latest revolution – the so-called Industry 4.0 – involves exploiting an expansion of the connectivity 
between individual processes and sensors to create much ‘smarter’ control. This allows manufacturers 
to collect far greater amounts of data for analysis and optimisation of their operations.

The ‘end-to-end control’ (ETEC) concept builds on this – and the latest advances in sensing, 
communications, analytics and actuation (e.g. servo drives) – to create an ‘active’ control system 
that can learn and adapt. It can continuously monitor and control key production variables using 
advanced algorithms so that a process runs under real-time, closed-loop control. In essence, it 
mimics the learning of the craftsmen who instinctively know how to adapt what they do to achieve a 
high-quality product. 

Because many of today’s control systems cannot adapt to process fluctuations, excess waste and 
machine downtime can occur if one or more parameters falls outside a system’s tolerance limits. 
Intervention by an operator or engineer is then often required to adjust or restart the process.

With real-time analysis, ETEC can compensate automatically and in real time for changes in 
production conditions and even natural variations in raw materials. Critically, applying this principle 
throughout a production line allows each process to ‘talk’ to its neighbour, warning of fluctuations 
in output and giving feedback to earlier processes.

Furthermore, changeovers and size changes can be problematic at the moment as an operator 
needs to change a process ‘recipe’ or machine set-up. Adding intelligence to the control system can 
enable much faster changeovers to save valuable process time, and can also provide early warning 
– before product quality is affected – that a process is drifting. The increased data collected from a 
process running under ETEC can therefore form the basis of a predictive maintenance approach – 
allowing the burden of maintenance to be minimised.

Industries that would benefit most from the ETEC approach include continuous manufacturing 
processes such as packaging, food processing and production, printing, continuous metal 
manufacturing, and the pharmaceutical and chemical processing sectors.

ETEC requires a thorough understanding of a process, which is typically acquired by gathering data 
through close monitoring of an existing process or generated through careful prototyping and trials. 
This can often reveal unexpected relationships between parameters – only then can the optimum set of 
sensors, algorithms and actuators be selected to create a robust, consistent and profitable operation.

In an ever-more-competitive world, the ETEC approach promises to help manufacturers make 
substantial improvements to their productivity through better use of their machinery and reduced 
maintenance and labour costs.

Mehmet.Kaya@CambridgeConsultants.com



       TRAINING DUMB CAMERAS  

In straitened economic times, the business case for ‘smart city’ deployments can 
often be marginal – particularly where investment in new infrastructure is required.

Ultimately, the value of applications is expected to increase and infrastructure costs to decrease, creating 
fertile conditions for the smart city to thrive. But, until that point, there may be other ways…

One new route to the smart city is to use existing technology infrastructure and teach it how to be smart. 

Consider the humble CCTV camera. In the UK, the Surveillance Camera Commissioner for England and 
Wales has said millions of the cameras are “useless and ineffective”, having little success in deterring 
or solving crime. These camera feeds are unwatched and unloved. However, applying machine learning 
algorithms to some of these millions of cameras could give them renewed value – enabling services such 
as automated monitoring of traffi c fl ows, smart surveillance and effi cient maintenance of things like 
traffi c lights and streetlamps.

Here at Cambridge Consultants we’ve been working to prove the point. Our team used a machine learning 
algorithm to train a dumb CCTV camera – simply an online feed pointing at a car park we have never 
visited – to become an automated parking monitor.

The system combines the camera feed with a sophisticated algorithm running on a low-cost processing 
platform. Following a two-week training period, it was able to calculate which parking spaces were 
occupied or empty.

The system works in a variety of lighting conditions and can cope with different sizes of cars, trucks and 
motorcycles – without giving misleading results caused by stray people and objects. There’s no need for the 
disruption and expense of digging up roads and car parks to install individual sensors and communications 
for each parking bay. It’s an elegant and lightweight approach that lets algorithms take the strain. 

We’ve all experienced the dispiriting search for a parking space in a busy car park. As well as the economic 
cost of this wasted time, it also adds to pollution and congestion on the roads. Our system puts the motorist 
back in the driving seat, enabling them to go straight to an allocated spot and opening up a range of new 
applications where the parking monitor is combined with number plate recognition, payment or location 
tools. Illegal parking, queues at car park entry and exit points, driving behaviour and parking durations can 
all be monitored in real time – without any new infrastructure deployment or even a site visit.

This concept of applying smart machine learning algorithms to dumb camera feeds can also be applied 
much more broadly. The fl ow of people through busy public transport hubs could be monitored, for example, 
with warnings and redirections applied where congestion reaches critical levels. Systems could be trained to 
recognise antisocial behaviour – think of graffi ti or street violence – and to raise the alarm in real time.

We’re leading the way to the mobile networks, devices and digital services for the future smart city. As 
these developments take shape, it’s important to remember that light-touch initiatives – using existing 
infrastructure – can bring immediate and compelling value.

Fernando.Martin@CambridgeConsultants.com
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